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Abstract 
Scientific workflows are a powerful programming 

technique for specifying complex computations using a 
number of otherwise independent components. When 
used in a Grid environment, it is possible to build 
powerful “virtual applications” across multiple 
distributed and heterogeneous resources. Whilst 
toolkits such as Globus virtualize many system 
attributes, and thus make it easier to span different 
organizations, inconsistent security policies and 
resource heterogeneity can limit the applicability of 
workflow techniques. 

In earlier work, we have described a novel run time 
environment, GriddLeS, that supports flexible 
communication patterns between workflow 
components. GriddLeS abstracts IO operations, such 
that applications are given the illusion of operating on 
a local file system, whilst in fact they send and receive 
data between components. In this paper, we describe 
how GriddLeS assists in resolving some of the issues 
that arise due to heterogeneity in security policies and 
system architectures in a Grid environment. We 
illustrate the solution using a real world scientific 
workflow for climate modeling, and demonstrate a 
system that spans multiple conflicting security domains 
with heterogeneous resources. 
 
1. Introduction 
 

Computational and Data Grids [1][2][3][4] have 
been proposed as the next generation computing 
platform for solving large scale problems in science, 
engineering, and commerce. They couple 
geographically distributed resources such as high 
performance computers, clusters, workstations, and 
scientific instruments. In the last decade there has been 
a substantial increase in conducting experiments on 
geographically distributed resources unified to act as a 
single virtual computer. Early efforts in Grid 
computing concerned linking supercomputing facilities 
[1], but recent efforts have gone much further. 
Scientific applications [5][6][7][8] can be combined as 

a collection of interacting software components 
executing on heterogeneous resources connected by a 
network. These so called virtual applications, or 
workflows [9][10][11][12], are composed of relatively 
large-grain computations that are assembled into a 
higher-level program.  

Workflows make it possible to process data from an 
arbitrary source, including databases, real time 
instruments and other applications. Workflows give the 
appearance of a single application while actually 
running computations across different physical 
organizations and resources. When workflows are built 
from legacy application components, data is usually 
moved between them by copying files from one system 
to another.  This is because most legacy applications 
assume that their data is held in a local file system. As 
a result, these workflows must be executed 
synchronously, because a downstream application 
cannot start until all of its input files are available. This 
in turn precludes opportunities for overlapping source 
and consumer components, and restricts the 
opportunities for optimizing the workflow 
performance. 
 Recently, we have built a library called GriddLeS 
[13][14][15][16] that provides a powerful and flexible 
communication mechanism between legacy 
components of a workflow. GriddLeS provides a wide 
range of mechanisms for building workflows without 
the need to fix the IO mechanism at design time. It 
does this by overloading conventional file IO 
operations to support either local, remote or replicated 
file access, or direct communication over pipes. When 
the program is coded to read or write to a local file, 
GriddLeS may choose an alternative transport at 
runtime. The choice of transport is made late in the 
workflow configuration process, providing significant 
flexibility in building workflows from pre-existing 
standalone applications.  

Previously, we have reported success running 
components in a homogenous Grid environment 
[13][14]. On the other hand, when dealing with 
heterogeneous resources, workflows must deal with a 



different set of problems arising from incompatible 
machine architectures and communication capabilities. 
A specific class of problems arising from architectural 
conflict is characterized by workflow components that 
use conflicting data formats. We refer to this as a data 
heterogeneity problem. A separate class of problems 
arising from conflicting organizational security policies 
is characterized by workflow components that use 
different modes of communication. We refer to this as 
a security heterogeneity problem.  

Data heterogeneity problems cause data format 
incompatibilities arising from unique architectural 
constraints that are sometimes forced upon applications 
by the resources hosting them. Such problems have 
been addressed in the past using abstractions between 
the application and the underlying file system [7]. 
NetCDF (Network Common Data Form) [17] is a good 
example of a solution that uses an abstraction layer to 
facilitate transparent data access. It does this by storing 
data in a manner that is independent of the system 
architectures, and provides conversion routines 
between the machine independent representation and 
the specific architectures. Another form of abstraction 
is to communicate data between systems using one of 
the markup languages such as XML (Extensible 
Markup Language) [18]. Scientific communities, such 
as the atmospheric sciences community [7][8], have 
used the netCDF approach extensively, and thus we 
have adopted it for the work reported in this paper. One 
limitation in solutions like netCDF [17] is that they 
only handle I/O operations over local files. However, 
as discussed earlier, using local files in this way 
precludes overlap in the components, restricting the 
options for tuning the workflow performance. To solve 
this problem, we have hosted netCDF over GriddLeS. 
This allows netCDF to inherit the flexible I/O 
capabilities of GriddLeS, enabling workflow 
components to perform file I/O beyond the local file 
system.  

Security heterogeneity problems are often caused 
by conflicting firewall restrictions and represent a 
serious limitation to building real applications on the 
Grid. Channels and protocols that are allowed in some 
organizations on their networks may not be allowed in 
others. However, most organizations allow 
communication through a small number of authorized 
ports and protocols. One such commonly open channel 
is port 80 using the Hypertext Transfer Protocol 
(HTTP). To exploit such situations, we have enabled 
GriddLeS to connect workflow components using one 
or more proxies via HTTP on port 80. 

In this paper, we show how GriddLeS can be 
adapted to solve the data and security heterogeneity 
problems. A large atmospheric science application is 
used to illustrate our solutions which were tested on a 

Grid test bed that exhibits both kinds of problems. The 
test bed consists of a 224 vector processor NEC SX6 
[19], a 124x R14000A 600MHz MIPS processor 
shared memory SGI Origin 3000 [20] and a 97 node, 
194 CPU processor Linux Xeon Cluster [21]. These 
systems are located at three different Australian 
organizations, namely the Bureau of Meteorology / 
CSIRO High Performance Computing and 
Communications Centre, VPAC (Victorian Partnership 
for Advanced Computing) in Melbourne and the 
Queensland University of Technology in Brisbane. The 
communication between these systems is limited 
because of firewall restrictions. 

 
2. Grid Workflows 
 

A workflow takes a number of otherwise 
independent components and assembles them together 
to build complex computations. There are numerous 
workflow tools that have been developed in recent 
years. One such system, Kepler [9], is an open-source 
cross-project, cross-institution collaborative workflow 
tool that targets the scientific community. It is built on 
top of the Ptolemy II data flow engine [22]. Kepler has 
been used in a range of projects in multi-disciplines 
including eco-informatics, bio-informatics, and geo-
informatics, to build workflows. 

Kepler supports the construction of arbitrarily 
complex workflows by combining a series of 
application components. Execution is controlled by 
directors, which are responsible for defining the 
orchestration semantics of the workflow. Two directors 
SDF (Synchronous Data Flow) and PN (Process 
Network) are most commonly used with Kepler 
workflows. The SDF director executes components 
synchronously. Thus, downstream components are not 
started until all of the inputs are available. The PN 
director, on the other hand, runs all components in 
parallel. By switching directors, it is possible to change 
the performance of the workflow. Clearly, the PN has 
the potential to make the workflow run faster, but this 
can only occur if components output data continuously. 
Whilst it is possible to alter the choice of director 
without changing the workflow itself, SDF and PN 
actually require applications to be written specifically 
for them. For example, if a SDF director is used, then 
files must be copied from one resource to another as 
the need arises. In this case, the component reads and 
writes files using conventional file primitives. On the 
other hand, if a PN director is used, all the application 
components run concurrently in a pipelined manner 
and inter-process pipes are required for IO. These two 
IO methods, copying or using pipes, are normally 
different enough that the source code of the 



components must be altered if one is chosen over the 
other. However, GriddLeS supports both file IO and 
inter-process communication, including the use of 
pipes, by abstracting conventional IO primitives, such 
that source modification is not required [13][14], and 
thus makes it possible to switch directors without 
changing the actor source. 
 Figure 1 illustrates part of a simple atmospheric 
science workflow that we have built using Kepler. This 
workflow can either be controlled by a PN Director, in 
which all components start their computations at the 
same time and can run in parallel, or a SDF director, in 
which case they are executed synchronously. When run 
in parallel, the atmospheric models produce time-
stepped data information as the computation progresses 
step by step. This information is immediately 
transferred to a downstream computation which can 
start execution before the driving one is completed. 
The data is streamed by a separate thread which makes 
the execution and data transfer tasks go in parallel. It is 
also possible to schedule all the components 
sequentially using a SDF director instead. In this case 
the components are executed one after the other and 
the data is transmitted at the end of computation as a 
single file copy.. 

 

 
Figure 1. Sample atmospheric science 
workflow. 

 
 

3. GriddLeS Architecture and Abstractions  
 
3.1 Griddles Abstraction Mechanism 
 
GriddLeS [13][14][15][16] provides a rich set of 
interprocess communication mechanisms between 
application processes. Applications can access a wide 
variety of resources such as local files, remote files and 
replicated files in a unified way through standard 
POSIX IO calls. GriddLeS supports file-based 
communication between software components by 
trapping application IO system calls and mapping these 

operations dynamically to appropriate services 
[13][15].   

Figure 2 shows an architectural view of GriddLeS. 
Typically, when a program writes data, the GriddLeS 
runtime traps the call and can redirect it to a local file, 
a remote file, a replicated file or connect to a read 
operation on a local or remote process using a shared 
buffer.  The latter mode allows an overlap in IO 
operations and model executions. This leads to an 
efficient solution for stream-based computations.  
 

 
Figure 2. The GriddLeS Architecture. 

 
 

 
Figure 3. The GriddLeS communication 
semantics. 
 
 

The GriddLeS runtime is composed of a number of 
client modules, specifically a Local File Client, a 
Remote File Client, a Grid Buffer Client, a GNS 
(GriddLeS Naming Service) Client and a GRS 
(GriddLeS Replica Service) Client, as shown in Figure 
3 [13][14]. These modules are used to communicate 
with the appropriate services. The Local File Client is 
used to access local files. The Remote File Client is 
used to access remote files using any one of the 
available file transfer mechanisms, e.g., secure copy 
(SCP)[23], GridFTP[24], or Storage Resource Broker  
(SRB) [25]. The GRS [16] client is used to access 
replicated files and leverages a number of different 
replication systems including the SRB [25], the Globus 
Replica Location Service (RLS) [26] and GFarm [27]. 



The Grid Buffer client is used to communicate across 
systems using a shared buffer, and facilitates pipe-like 
communications. When the application tries to open a 
file, the GriddLeS runtime uses the GNS client for 
resolving the type of file and its location. 

 
3.2 Implementing netCDF over GriddLeS 
  
NetCDF was designed by climate and earth systems 
communities for solving data heterogeneity problems 
that occur when files are transferred from one machine 
to another. As shown in Figure 4a, netCDF sits 
between an application and the local file system and 
performs data conversion for application components. 
NetCDF is a library module which can be attached to 
any application component by making modifications to 
an IO module of the application. Some of the climate 
models used in this investigation have been modified 
to use the netCDF module, and thus this makes it an 
ideal solution to the data heterogeneity problem. 
 NetCDF does not have capabilities for streaming 
data over pipes, and thus cannot be used directly with 
PN types of workflows. However, by coupling netCDF 
with GriddLeS, as shown in Figure 4b, application 
components can perform communication between 
different types of resources because the data is mapped 
into an architecture-neutral format before it is 
transferred. Using this solution, we are able to couple 
applications on different types of resources, and they 
can communicate directly using the GriddLeS 
communication mechanisms 
 
3.3 Handling Heterogeneous Security Policies 
 
The Grid resources considered in this paper are located 
in independent and secured environments with highly 
restrictive firewall policies. Most of the resources in 
these environments are composed of a hierarchy of 
machines – typically front nodes that act as a gateway 
and execution nodes that perform the work. Execution 
nodes typically have access only to the front node of 
the facility, while the front node itself cannot access 
the outside world directly. Incoming access is also 
heavily restricted, and the front and execution nodes 
are usually not accessible from the outside on any port. 
However, these organizations do not block web 
(HTTP) traffic through to the public web servers which 
sit on a demilitarized zone (DMZ) outside the firewall. 
While the public web server is not accessible from the 
execution nodes, it usually is from the front node. It is 
thus possible to create a bridge across firewalls through 
the public web servers of the two organizations using 
HTTP connections. We have therefore designed a web-
based IO mechanism for GriddLeS that facilitates 
connections between execution nodes of different 

domains using their public web servers and front 
nodes.  
 The bridge between domains consists of three 
segments. First, we establish connections between an 
execution node and the public web server of the same 
domain. Second, we establish the connection between 
the public web server from one domain to that of the 
other domain. Lastly, at the remote domain, we 
connect the web server with an execution node. These 
segments are constructed using lightweight redirection 
services on the front nodes and buffer services on the 
public web servers. The redirection services divert 
traffic from the execution nodes to the public web 
server, where the buffer service creates connections 
across to the other domain’s public web server. The 
remote buffer service accepts connections and 
forwards them to the local front node, where the 
redirection service brings the connection to one of its 
execution nodes. Out of the two buffer services, the 
one local to the reader application’s execution node 
stores the data and the other buffer service acts as a 
proxy to transfer the data across. By doing this, the 
reader application component receives data with 
minimal delay. On the other end, the writer application 
component transmits data concurrently during its 
execution. 
 Figure 5 shows a typical scenario of the data flow 
pattern when two application components are 
executing at two independent secure locations. The 
inter-component communication involves four 
redirections. The data flow within the organization 
depends entirely on its own security policies. The 
assumptions are that the execution nodes have open 
access to the front node, and public web servers are 
open to the Internet as well as to the front node of their 
respective organizations. 
 

   
Figure 4a & 4b. Layered non-distributed 
and distributed environments. 

 
Figure 5. Data redirections between applications.



 The redirected data transfer proceeds in two stages: 
redirection and buffered transfers. Redirection at the 
front node passes data from the execution node to the 
public web server. A buffered transfer from the public 
web server delivers data to the other domain. In Figure 
5, the redirection service on Domain 1 passes data 
from the writer workflow component to the buffer 
service, which then performs cross-domain transfers to 
the other domain. The buffer service on Domain 2 
stores the data as it is received from Domain 1. The 
reader workflow component which is executing on 
Domain 2 uses the redirection service on the front node 
to access data from the buffer service. The buffer 
service on Domain 2 is also responsible for 
synchronizing between application components. It will 
also block the reader until data becomes available.  

The functionalities of web service client and 
redirection web services are combined in the 
implementation of the redirection services. Like a 
normal web service, it receives a request for redirection 
and forwards data over to a specific host at a specific 
port where a buffer service listens for requests on the 
public web server. The host and port settings may be 
configured dynamically with a system environment 
variable. We used the gSOAP [28]  toolkit for building 
this server. The web services and their clients comply 
with the industry standard WS-Security [29] for secure 
communications. All server-side components are 
deployed at web servers under the control of the 
security administrator and therefore conform to 
organizational security policies. 
 
4. Experimentation and Results 
 
4.1 The Workflow Experiments 
 

The results presented in this section refer to a real 
workflow for computing air pollution scenarios from a 
chain of atmospheric science models. . 

In our test case, a global climate model, CCAM 
(Conformal-Cubic Atmospheric Model) [7], is used to 
drive the boundaries of a regional climate model, 
DARLAM (Division of Atmospheric Research Limited 
Area Model) [7], which in turn feeds data to a 

photochemical pollution model, CIT  (from the 
California Institute of Technology) [8]. The scientists 
explore the effect of different weather patterns on 
pollution outcomes, and these studies have been 
applied in atmosphere forecasting and determining air 
pollution in the atmosphere. Figure 6 illustrates how 
the three applications, CCAM, DARLAM and CIT, 
interact in a workflow.  

CCAM output data must be fed into DARLAM, but 
due to mesh refinement, data conversion becomes 
necessary. The netCDF abstraction layer converts the 
data according to the individual system which is 
located under the application layers in both CCAM and 
DARLAM models. The CCAM and DARLAM run in 
different mesh resolutions. CC2LAM is a tiny process 
which sits between CCAM and DARLAM and 
performs data conversions. It also outputs a much 
smaller volume of data compared to the input data 
which is also in netCDF format. Due to network 
performance, it is convenient to run both CCAM and 
CC2LAM on the same system as separate processes. 
GriddLeS is required for synchronization between 
CCAM and CC2LAM.  GriddLeS, as shown via the 
arrow that runs across the first two organizations, 
facilitates the redirected data transfer with the second 
organization, since direct connections are blocked by 
firewalls. There are also data incompatibilities between 
DARLAM and CIT which run on separate machines. 
The DARLAM model produces netCDF format data 
whereas the CIT model reads and produces standard 
IEEE format data. A tiny program called LAM2CIT 
takes the netCDF output of DARLAM and converts it 
into the IEEE format. Since the CIT model is running 
on a Linux machine, LAM2CIT needs to run on a 
Linux machine to produce compatible results.  As with 
CC2LAM, LAM2CIT also produces a much smaller 
volume of data compared to its input data and is run on 
a Linux machine at the second organization. GriddLeS 
also facilitates the redirected data transfer across to the 
third organization. Despite the firewalls between 
organizations, GriddLeS successfully provides 
connectivity on behalf of the applications running on 
execution nodes. As explained earlier, this is made 
possible through buffer services on public web servers 
and lightweight redirection servers at front nodes. 
Rather than punch holes through firewalls, GriddLeS 
successfully utilizes ports and protocols that are 
authorized by existing security policies.   
 The entire experiment is controlled by a central 
GNS (Griddles Name Service) [14] web service. GNS 
makes it possible to identify the nature and location of 
a file to be accessed. A separate process loads the GNS 
configuration based on the workflow graph before 
executing the workflow. The GNS is used for storing 
file mapping information that describes the 

Figure 6. Experimentation data flow 
diagram 



configuration of a particular Grid application. 
GriddLeS resolves the names and locations of the files 
when an application tries to open them. 

In all the following experiments we explore two 
scenarios. First, we run all applications sequentially. 
Second, we start all applications at the same time and 
run them concurrently. The first scenario is the same as 
running applications manually and copying files across 
domains before starting the downstream computation. 
The second is intuitively better due to the simultaneous 
execution of certain tasks to save time. In order to 
select one or the other scenario, we simply place either 
a PN or SDF director in charge of the workflow, while 
everything else in the graph remains the same.  

4.2 Performance Results 

Table 1 presents some performance measurements 
of the same workflow using different Kepler directors, 
SDF and PN. With the former, data is written to a local 
machine and then the entire file is subsequently copied 
across to a remote machine. In the latter case, all 
models are started at the same time. Output data is 
written to a buffer, and is read by the downstream 
computation from that buffer.  

 
Table 1 Experimentation results  

 
Accumulated 
time in seconds 

 
Model 
Ref. 

 
System 
Location 

Machine 
Architecture 

SDF PN  
CCAM CSIRO NEC SX6  811 832 
Cc2lam CSIRO NEC SX6  913  832 
Darlam QUT SGI IRIX 2085 1366 
Lam2cit QUT Linux  2134 1383 
CIT VPAC Linux  3696 2124 

 
The pipelined configuration (using the PN director) 

is faster than the sequential one, as there is an overlap 
in the execution times between reader and writer 
applications. The completion time to generate result 
predictions from the experiments are very similar to 
previous results [15] where there are no heterogeneity 
and security restrictions. However, in the present 
context data flow from one application to another 
involves a number of redirections in order to resolve 
restrictions imposed by security policies. In general, 
the number of redirections will depend on security 
policies of individual organizations and 
incompatibilities arising from them. Furthermore, there 
are data conversions between heterogeneous resources 
which occur automatically through a netCDF layer. 
The results indicate that there is no performance 
impact because of overheads either due to redirections 

or due to data conversions. This is because data 
transfers, subject to GriddLeS intervention through 
redirection and buffering, are overlapped with 
execution. Since execution time is more significant 
than data transfer time, the effects of latency associated 
with GriddLeS mechanisms are minimized. However 
the first component execution takes bit longer because 
of delays in establishing communications channels. 

The results illustrate that GriddLeS provides 
connectivity between applications in a workflow 
despite firewall restrictions that block direct access. 
Unfortunately, we cannot compare the performance of 
the workflow with and without GriddLeS, since 
connections will not be possible without GriddLeS. 
However, using the SDF director is the same as 
running applications manually and copying files across 
domains before starting the downstream computation. 
Compared to the SDF director, the PN director 
minimizes the overhead, since data transfer and 
execution take place in parallel. 
 
5. Related Work 
 

In the recent past, several workflow demonstrators 
have been constructed in executing applications across 
distributed resources [10][11][12][13][28][29][30][31] 
[32][33][34]. None of these involve IO mechanisms as 
flexible as GriddLeS. Some of them provide simple 
techniques to deal with a limited class of problems 
arising from data or security heterogeneity. The Legion 
file system [35] makes copies of files available before 
an application runs, as does Nimrod/G [4]. Condor 
[36], using the Bypass library, allows applications 
running on remote nodes to access files in their home 
file system. OGSA-DAI [37] facilitates unified access 
to data resources such as relational or XML databases 
and file systems using web services, but the 
applications require significant modification.. 

 In a similar manner, various platforms such as 
Globus [38], Condor [36] and SRB [25]  cannot handle 
firewalls in a transparent manner. It is normal for 
testbeds using these systems to require a range of ports 
to be kept open. Various general-purpose “firewall 
evasion” solutions do exist, primarily for typical 
Internet utilization, e.g., web surfing, email or instant 
messengers. SOCKS proxies [39] allow web browsers 
or file transfer protocol (FTP) clients to access data 
through third-party proxies. Port forwarding via SSH 
will tunnel connections through from a number of local 
ports to associated destinations to which the local ports 
are mapped. Our group has also developed a rerouting 
and multiplexing system, REMUS [40] that reroutes 
connections through tunnels and proxies. There are a 
number of other projects that similarly use tunnels and 



proxies [41], but those methods are not as holistic and 
transparent as GriddLeS is in providing a general-
purpose flexible IO mechanism. 
 
6. Conclusions 
 

In this paper, we identified the adverse impact of 
heterogeneity that arises from architecture differences 
and inconsistent security polices between resources. 
Workflow components are unable to communicate 
when connections are blocked or when incompatible 
data formats are used. We then presented GriddLeS, 
which resolves such problems through a flexible IO 
infrastructure that can use several mechanisms to 
enable communication between workflow application 
components. We then demonstrated GriddLeS using 
experiments with a real workflow in an atmospheric 
science discipline. Our experiments demonstrate the 
ease in which we can combine secure heterogeneous 
resources through existing abstractions without 
compromising individual security policies. The results 
also show that, for a special class of problems where 
execution time is more significant when compared to 
data transfer time; latency from various sources can be 
completely hidden. This was despite a number of data 
redirections and conversions between source and 
destination machines.  As a whole, the GriddLeS 
runtime environment hides network-related 
complications and allows application scientists to run 
applications seamlessly over a number of secure 
heterogeneous resources. In previous papers, we had 
proven the success of GriddLeS in homogeneous 
environments, where the firewall restrictions are very 
minimal [13][14][15]. The results presented in this 
paper establish the usefulness of GriddLeS in secure 
heterogeneous environments.  
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