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Abstract

Nimrod is a tool which makes it easy to parallelise and distribute large computational
experiments based on the exploration of a range of parameterised scenarios. Using
Nimrod, it is possible to specify and generate a parametric experiment, and then control
the execution of the code across distributed computers. Nimrod has been applied to a
range of application areas, including Bioinformatics, Operations Research, Electronic
CAD, Ecological Modelling and Computer Movies.

Nimrod was extremely successful at generating work, but it contained no mechanisms for
scheduling the computation on the underlying resources. Consequently, users would not
have any idea when an experiment might complete. We are currently building a new
version of Nimrod, called Nimrod/G. Nimrod/G will i ntegrate Nimrod job generation
techniques with Globus, an international project which is building the underlying
infrastructure for large meta-computing applications.

Using Globus, it will be possible for Nimrod users to specify time and cost constraints on
computational experiments. Globus provides mechanisms for estimating execution time
and waiting delays when using networked queued supercomputers. Nimrod/G will then
use these to schedule the work in a way which meets user specified deadlines and cost
budgets. In this way, multiple Nimrod users can obtain a quality-of-service from the
computational network.

1. Introduction

Nimrod is a tool which makes it easy to parallelise and distribute large computational
experiments based on the exploration of a range of parameterised scenarios [1, 2, 3, 12].
Using Nimrod, it is possible to specify and generate a parametric experiment, and then
control the execution of the code across distributed computers. This mode of exploration
is becoming increasingly important, as computational models are used instead of real-
world experiments. For example, an engineer may use a computational to calculate the
eff iciency of an airfoil . It may be necessary to explore the behaviour of a wing by varying
some key parameters and observing the result. Nimrod not only makes it easy to
construct this type of experiment, but it also distributes the computation across idle
workstations automatically. In this way, it is possible to run very large computational
experiments and gain valuable insight into different design scenarios. Nimrod has been
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applied to a range of application areas, including Bioinformatics, Operations Research,
Electronic CAD, Ecological Modelling and Computer Movies. A commercial version,
called "Clustor" is available [4].

Specifically, a Nimrod experiment consists of a computation and a collection of
parameter domains, each of which is a set of possible values for a given parameter.
Nimrod takes the cross product of all potential parameter values across each domain and
executes the computation for every combination.  Nimrod distributes work across
distributed computers, but does not assume a shared file system. A simple, but powerful,
scripting language makes it possible to describe details specific to the experiment,
including file transfer and parameter substitution. More details of this scheme are
discussed in [1] and [2].

Nimrod has been extremely successful at generating work because it takes the cross
product of all possible parameter values. However, it contains no mechanisms for
dynamically discovering suitable computing resources or for scheduling the computation
on the underlying platforms. Specifically, Nimrod reads a file containing a list of
machine names at startup, and only uses these machines for the duration of one
experiment. The lack of scheduling means that a Nimrod user does not know when an
experiment might complete. In particular, if several Nimrod experiments are run
concurrently, then all of the experiments compete for computational servers on a random
basis.

Interaction with Nimrod users has indicated that these two aspects are important, namely
the ability to locate computational resources automatically, and also to give some
indication of a likely completion time. This latter information may be used interactively
by the user to alter the size of an experiment depending on the available computing
power at that time. Accordingly, we are currently building a new version of Nimrod,
called Nimrod/G. Nimrod/G will integrate Nimrod’s job generation techniques with
Globus, an international project which is building the underlying infrastructure for large
meta-computing applications [7].

Nimrod/G will allow a user to specify a real time deadline for an experiment. From a
user’s perspective, it will be the obligation of the system to meet this deadline, or to
report back that it is not possible given the available resources. Similarly, each of the
underlying machines can be assigned a cost, which could be measured in units of
currency (like dollars) or using virtual units such as a share in a distributed meta-
computer.  Accordingly, the user will be able to specify a cost constraint for an
experiment, and the system will attempt to perform the work within the allocated budget.

Globus provides mechanisms for estimating execution time and waiting delays when
using networked queued supercomputers. Nimrod/G will use these to schedule the work
in a way which meets user specified deadlines and cost budgets. In this way, multiple
Nimrod users can obtain a quality-of-service from the computational network.
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Globus and Nimrod/G

“The Globus project is developing the basic infrastructure required to support
computations that integrate geographically-distributed computational and
information resources. Such computations may link tens or hundreds of
resources located in multiple administrative domains and connected using
networks of widely varying capabil ities. Existing systems have only limited
abil ities for identifying and integrating new resources, and lack scalable
mechanisms for authentication and privacy. Globus will contain a parallel
programming environment that supports the dynamic identification and
composition of resources available on national-scale internets, and
mechanisms for authentication, authorization, and delegation of trust within
environments of this scale.” [11]

The goal of our current work is to create a version of Nimrod that allows the user to
select time and cost constraints for the execution of their experiment within a meta-
computing environment.  Although time constraints cannot be guaranteed in a best-effort
system, with suitable information, we can attempt to meet a user-supplied deadline within
a given confidence level.

A major impediment to the development of such meta-computing projects is the difficulty
of using heterogeneous systems in a scalable manner.  The Globus toolkit overcomes this
difficulty by providing a uniform interface to heterogeneous subsystems, while
transparently using the best resources available.  Nimrod/G uses Globus for its rich
resource management functionality  within a meta-computing infrastructure.

Table 1 – Globus-Nimr od/G mappings
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/ inquiry
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Table 1 indicates the mapping between the functionality required by Nimrod/G and the
Globus components.  For each environment, these components are optimised to provide
the local protocol most suitable for  high performance meta-computing. For example, the
Globus communication service (the Nexus module [8]) allows Nimrod to make use of
high-speed network protocols where they are available, or the standard Internet Protocol,
otherwise.  Other services used by Nimrod include process creation, file transfer [10],
security [9] and information services [6].

Globus provides a novel resource management module.  In addition to generic interfaces
for resource location and resource allocation in standalone, batch queueing, and real time
systems, the module can provide an estimate of the expected starting time for a process.
This is particularly useful within a batch queuing environment, currently the most
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common setup on the supercomputer and cluster systems we intend using.  This
capability provides the basis for Nimrod's ability to satisfy the user's deadline.

Nimrod/G System Architecture

Figure 1 illustrates the Nimrod/G system architecture.  The system is divided into a single
local site and multiple remote sites.  On the local site, the origin process operates as the

master for the whole system.  The origin process exists for the entire length of the
experiment, and is ultimately responsible for the execution of the experiment within the
time and cost constraints.

The user is either a person or process responsible for the creation of the experiment.  The
user interacts with the origin process through a client process.  Neither the user nor the
client are required to be available all the time.  The distinction between the Client and the
Origin is useful because a client may be tied to a particular display or environment. The
user can stop the client, move to another environment and start another client, without
affecting the origin process and thus the progress of the experiment. In addition, it is
possible for multiple clients to monitor the same experiment by connecting to the one
Origin process.

Each remote site consists of a cluster of computational nodes. A cluster may be a single
multiprocessor machine, a cluster of workstations, or even a single processor.  The
defining characteristic of a cluster is that access to all nodes is provided through a set of
resource managers, which are part of the Globus infrastructure.  Each Globus Resource
Manager (GRM) represents a method for accessing processing resources.  Typically, the
method is a queue in a batch queueing system, such as Condor [13] or LSF [14].

Before submitting any jobs to a cluster, the origin process uses  the Globus process
creation service to start a Nimrod Resource Broker (NRB) on the Cluster. The NRB is a
different entity to the resource manager. It provides capabili ties for file staging, creation
of jobs from the generic experiment, and process control beyond that provided by the
Globus Resource Manager.

Figure 1 – Nimrod/G Architecture
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The Client Process

The client process performs several tasks.  First, the client assists the user in setting
reasonable constraints.  By using the Globus Metacomputing Directory Service, the client
determines a probabil ity of particular time and cost constraints being achieved for the
user’s experiment.  This allows the user to determine a “quote” for execution of the
experiment.  The user may then decide to modify the constraints to achieve a particular
outcome, trading a later deadline for a lower cost, or a higher cost for more chance of
completion within the deadline.

Second, once the user is satisfied with a particular combination of constraints, the client
sends the experiment to the origin process along with the deadline and cost constraints.
In effect, this begins the execution of the experiment.

The final task of the client is to provide feedback to the user about the progress of the
experiment.  This information is obtained from the origin process, which as the master of
the whole experiment, must keep status on the progress of the experiment.

The Origin Process

The origin process creates a pool of jobs, one job for each unique combination of
parameter values. It obtains a set of clusters of computational nodes from the Globus
MDS.  Selection of clusters is based on cost, communication capacity, and computational
capacity available before the deadline.  Total cost is an absolute limit imposed by the
user.  The other two criteria attempt to minimise the total communication delay.
Communication capacity is used to select topologically “nearer” clusters.  A cluster with
more computational capacity reduces the need to split the experiment into smaller sub-
experiments.  Because each cluster need only fetch the input data once, it may be more
eff icient to send 20 jobs to a more “distant” cluster than to send 10 jobs to each of two
nearer clusters.

For each cluster, the origin process starts a local handler thread.  The first task of this
thread is to start a Nimrod Resource Broker on its cluster through the Globus process
creation service (part of the Nexus module).  It then interrogates the cluster for an up-to-
date estimate of its computational capacity.  This estimate is determined heuristically
from information provided by the Globus resource manager and any other NRB’s
executing on the cluster.  Once a thread has received the estimate from its cluster, it
removes a number of jobs from the common pool.  The number of jobs is the number
required to fil l the cluster up to the deadline.  Using multiple threads, it is possible to
mask the latency introduced by communicating with distant or slow clusters.

If there is more computational capacity than required, some clusters will be busy until the
deadline, while others may be idle.  This is almost the opposite of load balancing.
Instead of maintaining similar loads on each cluster, a variety of load patterns are
maintained on each cluster.  This is called load profiling [5].  It is useful for our problem
because the goal is not to reduce individual job response times, but rather for all jobs to
meet the deadline.  The less loaded clusters provide an overflow resource for handling
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variances in system behaviour.  These variances occur because the resource managers
typically provide best-effort service only, and other users are competing for the
computational resource.

If there is less computational capacity than required some jobs will remain in the pool.
Further, additional jobs from over-committed clusters will arrive in the pool. Periodically,
if jobs still exist in the pool, the origin process obtains more clusters from the MDS.
These new clusters compete with any lightly loaded clusters for the remaining jobs.

The Nimrod Resource Broker

The Nimrod Resource Broker ensures that all jobs it handles complete by their deadline.
It monitors the probability of successful completion of all jobs it is locally responsible for
using information supplied by the Globus Resource Manager.

A job submitted to a NRB is not necessarily submitted immediately to the local Resource
Manager.  Reasons for delayed submission include reaching a queue submission limit.
The NRB may determine that there is adequate slack time (the difference between the
estimated completion time and the deadline) for the job to be completed (within a given
probability).  For this reason, any slack time is kept by the NRB to handle delays from
preemption by higher priority queues or from longer than expected execution times for
preceding jobs.

If the probabil ity of successful completion of a job on a particular cluster falls below a
threshold, the origin removes jobs from the NRB until the probabil ity of successful
completion of the remaining jobs is above the threshold.  The origin process returns jobs
to the common pool, where they are redistributed, either to clusters performing ahead of
schedule, or to new clusters.

Conclusion

This paper has outlined the key architectural issues in the design of Nimrod/G. At this
stage there are many important details which still need to be specified.

The first stage of the development will involve interfacing Nimrod to the basic services
provided by Globus.  The new architecture, along with the Globus services, will provide
more scalabil ity and compatibil ity over a wide-area environment than was previously
available under Nimrod. Nimrod/G is actually being constructed using some components
from the commercial version of Nimrod, “Clustor” . Clustor is decomposed into a number
of separate programs, each responsible for part of the process of managing an
experiment. The first two phases, which are responsible for creating a control script and
generating an experiment parameter set, are controlled by two programs called the
“preparator” and the “generator” [4]. These functions can be used without modification.
The final phase, job dispatch, is being rewritten to make use of Globus.

Initially, the system will attempt to estimate the completion time for each cluster, and
indicate to the user whether the experiment will complete within the deadline. Of course,
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the statistics for the estimated starting times are only approximate, and thus Nimrod/G
cannot guarantee that the deadline will be met. Accordingly, the next phase of the
implementation will involve building a dynamic job redistribution facility. In this
scheme, jobs wil l be moved from one cluster to another depending on advice from the
Nimrod Resource Brokers as to whether the cluster is like to meet the deadline for the
currently allocated jobs. If a cluster is unable to meet a deadline, the jobs are returned to
the Origin and redistributed. This phase will require the development of some heuristics
for deciding when a job should be relocated prior to its execution.

Acknowledgements

This project is funded by the Co-operative Research Centre for Distributed Systems
Technology.

References

[1] Abramson , D., Sosic , R., Giddy , J., Cope , M. “The Laboratory Bench:
Distributed Computing for Parametised Simulations” , 1994 Parallel Computing and
Transputers Conference, Wollongong, Nov 94, pp 17 - 27.

[2] Abramson D.,  Sosic R., Giddy J. and  Hall B., “Nimrod: A Tool for Performing
Parametised Simulations using Distributed Workstations” , The 4th IEEE
Symposium on High Performance Distributed Computing, Virginia, August 1995.

[3] Abramson, D., Foster, I., Giddy, J., Lewis, A., Sosic, R., Sutherst, R. and White, N.
“Nimrod Computational Workbench: A Case Study in Desktop Metacomputing” ,
Australian Computer Science Conference (ACSC 97), Macquarie University,
Sydney, Feb 1997.

[4] Active Tools Corporation, http://www.activetools.com

[5] Bestavros, A. “Load profil ing: A methodology for scheduling real-time tasks in a
distributed system.”  In Proceedings of ICDCS'97: The IEEE International
Conference on Distributed Computing Systems, Baltimore, Maryland, May 1997.

[6] Fitzgerald, S., Foster, I., Kesselman, C., von Laszewski, G., Smith, W. and Tuecke,
S.  “A directory service for configuring high-performance distributed
computations.”  Proceedings 6th IEEE Symposium on High Performance
Distributed Computing.  To appear.

[7] Foster I. and Kesselman, C. “Globus: A metacomputing infrastructure toolkit.”
International Journal of Supercomputer Applications, 1997.  To appear.

[8] Foster, I., Geisler, J., Kesselman, C. and Tuecke, S. “Managing multiple
communication methods in high-performance networked computing systems.”
Journal of Parallel and Distributed Computing, 40:35-48, 1997.



P2-H- 8

[9] Foster, I., Karonis, N.T., Kesselman, C., Koenig, G. and Tuecke, S.  “A secure
communications infrastructure for high-performance distributed computing.”
Proceedings 6th IEEE Symposium on High Performance Distributed Computing.
To appear.

[10] Foster, I., Kohr, Jr., D., Krishnaiyer, R. and Mogill, J. “Remote I/O: Fast access to
distant storage.”  Proceedings IOPADS'97.  To appear.

[11] Globus Project, http://www.globus.org/globus/information.htm

[12] Lewis, A., Abramson D.,  Sosic R., Giddy J., “Tool-based Parameterisation : An
Application Perspective”, Computational Techniques and Applications Conference,
Melbourne, July 1995.

[13] Litzkow, M., Livny, M. and Mutka, M.W., “Condor – A Hunter of Idle
Workstations” , proceedings of the 8th International Conference of Distributed
Computing Systems, pp 104-111, June 1988.

[14] Zhou, S., Zheng, X., Wang, J. and Delisle, P. “Utopia: A load sharing facility for
large, heterogeneous distributed computer systems”, Software-Practice and
Experience 23(12): 1305-1336, December 1993.


