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Abstract

In recent years, there have been many studies in which tailored
heuristics and meta-heuristics have been applied to specific optimi-
sation problems. These codes can be extremely efficient, but may
also lack generality. In contrast, this research focuses on building a
general-purpose combinatorial optimisation problem solver using a
variety of meta-heuristic algorithms including Simulated Annealing
and Tabu Search. The system is novel because it uses a modelling
environment in which the solution is stored in dense dynamic list
structures, unlike a more conventional sparse vector notation. Because
of this, it incorporates a number of neighbourhood search operators
that are normally only found in tailored codes and it performs well
on a range of problems. The general nature of the system allows

a model developer to rapidly prototype different problems. The
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new solver is applied across a range of traditional combinatorial
optimisation problems. The results indicate that the system achieves

good performance in terms of solution quality and runtime.

Keywords: Combinatorial Optimisation, Meta-heuristic search

algorithms, Linked lists

1 Introduction

There have been many studies in which heuristic and meta-heuristic
search algorithms have been applied to Combinatorial Optimisation
Problems (COPs). In many cases, these have been remarkably suc-
cessful in finding optimal and near-optimal solutions efficiently. A
large part of this success is due to careful tailoring and tuning of the
algorithm and data structures for particular problems and problem in-
stances which can take substantial development time. Relatively little
research has been performed to produce general heuristic based prob-
lem solvers, apart from [6] [20] [29] [30] [32] [33] [37], as it is a difficult
task and it is thought that such an approach would be too inefficient. In
this work, we examine the issue of modelling representations for COPs
and develop a system based on densely packed dynamic data struc-
tures (in particular linked lists). The general-purpose solver based on
this modelling representation is shown to have good performance on a
wide range of COPs.

The traditional way of expressing COPs mathematically has been to
use a sparse 0-1 Integer Linear Programme (ILP) vector formulation.
In this model, variables take on either a value of 0 or 1 to denote
assignment of items to groups. This is a very general and flexible
approach that has been quite successful for a range of ILPs, particularly
for finding lower and upper bounds on the optimal solution. However,
in some cases it is difficult to map the structure of a COP onto a
0-1 space, resulting in a sparse problem model that contains a large
number of variables and constraints. This is especially evident for
problems with a complex underlying structure such as the Travelling
Salesman Problem (TSP) in which a set of cities is visited but only
with a Hamiltonian tour.

Search algorithms for these problems may be broadly classified

into exact and non-exact approaches. The first of which consists



of techniques from Operations Research (OR) and to a lesser ex-
tent Artificial Intelligence (AI). These techniques (such as branch and
bound and branch and cut [53] for OR and Constraint Logic Program-
ming [31] [40] [57] and A* [27] for AI) aim to produce solutions that
have proven optimality. While COPs can be solved in this way, many
are NP hard and as such can require exponential computational time to
solve to proven optimality. An alternative group of techniques, known
as the heuristics, take a different approach to solving COPs. Instead of
seeking proven optimality, they endeavour to find good (near-optimal)
solutions in reasonable amounts of computational time. A heuristic
is applied to a specific problem and exploits that problem’s structural
properties in order to find solutions. Whilst these are often very effi-
cient (see for example the TSP heuristic in [39]), they cannot be readily
adapted to other problem types. However, there is a class of heuristic
techniques that are applicable across problem type and these are known
as the meta-heuristics. Well-known meta-heuristic techniques are Sim-
ulated Annealing (SA) [35] [58], Tabu Search (TS) [24], Greedy Search,
Greedy Randomised Adaptive Search (GRASP) [22] [24], Genetic Al-
gorithms (GAs) [25] and Artificial Neural Networks (ANNs) [28] [56].

There have been few attempts made in the past to produce a general
meta-heuristic system for COPs. This is due mainly to two reasons.
First, it is difficult to build a general-purpose meta-heuristic, as this
requires data structures that can store information about a wide range
of problems as well as the application of appropriate transition oper-
ators for particular problems. Therefore, the common practice in the
past has been to incorporate structural information about the prob-
lem within the meta-heuristic search algorithm. Some examples from
the literature include [11] [12] [18] [19] [34] [42] [43] [50] [54] [55]- Sec-
ond, the most general modelling representation for integer optimisation
problems is based on 0-1 ILP notation [53], however, meta-heuristics
find it difficult to navigate the sparse 0-1 space of a COP. This is be-
cause changing a value of a variable can break many of the problem’s
constraints, and restoring these to a feasible state is a costly exercise
(especially for practical size problems) [4] [6].

We have found that there are two basic approaches to producing
general-purpose meta-heuristic codes. The first of which is charac-
terised by GPSIMAN (General Purpose SIMulated ANnealing) [20],
that solves 0-1 ILPs with SA. This approach is adequate for very small



problems only, because of the 0-1 encoding. The feasibility restora-
tion process that it employs is based on a degenerative tree search in
which certain variables are flipped in order to return to a feasible state.
However, this process is the most computationally intense part of the
entire code and as such GPSIMAN was shown to be impractical for
problems larger than the original test set [6].

Johnson et al.’s [32] [33] and Ingber’s [29] [30] approach differs from
GPSIMAN as these systems can be tailor-made to solve a particular
problem from component libraries. Their systems consist of a core SA
engine for which the developer is required to provide an interface (via
code modules) for a particular problem. This specifies the cost, con-
straint and transition functions. These systems are not based on an
algebraic modelling language and while code development is a flexible
approach to modelling a particular problem, it can require the devel-
oper to spend a substantial amount of time defining the problem to be
solved. However, the tailor-made code is more efficient than algebraic
based solvers such as GPSIMAN. Skeleton GA codes are also available
from Béck [7] and Grefenstette [26]. Because GAs have a standard set
of genetic transition operators, only a single cost function and problem
data needs to be specified for each problem.

The aim of this research is to develop a general-purpose prob-
lem solver that is based on meta-heuristic search techniques. This
is achieved in two stages. First, a new algebraic modelling representa-
tion is proposed that is exclusively designed for COPs. We also show
that the modelling representation allows the direct application of local
search transition operators, hence making it suitable for meta-heuristic
algorithms. Second, a solver based on the list modelling representation
is built and is shown to have good performance on a range of problems.

The remainder of this paper is organised as follows. Section 2 de-
scribes the new linked list modelling representation for COPs. Section
3 describes the application of local search transition operators given
this new representation. From this, the implementation of a general
COP solver is shown in Section 4. The testing of the solver is described

in Section 5. Finally, conclusions are drawn in Section 6.



2 Modelling COPs Using Linked Lists

The dynamic data structure, the list, has been shown to be useful for
performing general computation as illustrated by the computer pro-
gramming language LISP (LISt Processing). Lists are dense structures
in which elements are linked together in a linear fashion. Lists can
shrink and grow by adding and subtracting elements respectively. An
element in a list can itself be a list (i.e. a sub-list). We have found that
this structure is useful for expressing mappings or grouping of items as
the primary purpose of combinatorial optimisation is “[to] find an op-
timal arrangement, grouping, ordering or selection of discrete objects
usually finite in number” [44], p. 2. As a result of the mappings being
expressed in terms of lists, the elements in the list can take on a range
of integer values. Subsequently, many of the encoding constraints as-
sociated with other modelling representations (particularly 0-1 ILPs)
are eliminated. Another advantage is that a solution expressed as a
list can be altered by using common local search operators (discussed

in Section 3).

2.1 Properties of a List Modelling Representation

In this section, a general model is developed that specifies COPs as
dense linked list structures. In general, a list can be nested recursively
to an arbitrary depth, and thus a list can contain either data values
of pointers to other lists. However, in all of the problems we have
addressed, the recursion required is only one level. Consequently, in
this document, the main list consists only of sub-lists or data elements.
The placement of simple elements on particular sub-lists or at certain
positions on the sub-lists defines the actual solution to the problem.
To denote that element e is assigned to the it* sub-list at the jt*
position, the notation (4, ) = e is used. In this work, we concentrate
on problems that can be expressed with one decision list (denoted by
z). For instance, consider a TSP in which city 5 is assigned to position
2 therefore z(2) = 5. This means that city 5 is the second stop on the
salesman’s tour. All other literals in the problem models are considered
as constants, vectors or matrices as appropriate.

The structure of the list is defined for each particular problem and

is characterised by:

e The number and location of sub-lists within the overall list struc-



ture.

e The size of the lists (specified in terms of a lower and upper
bound).

e The range of values that may appear on a list.
e The number of times that a particular value can appear on a list.

The general list modelling representation is stated mathematically ac-

cording to Equations 1 - 7.

Optimise f(x) (1)
s.1.
<
<
thsi(z) | — | rhs; 1<i<C (2)
>
>
#
L < || < |u 3)
< <
min_count(y) | > | my (4)
>
maz_count(y) | < | ny (5)
<
py <E,<gy (6)
E,CN (7)
Where:

x is the decision list. For instance: z(4, j) is the jt* element value
of the it" sub-list.

f(x) is the objective function applied to decision list x.



lhs;(z) is the left-hand side of problem constraint 7 applied to

decision list z.

rhs; is the right-hand side of problem constraint 4.
C' is the number of problem constraints.

y represents any list structure within list x.

ly| is the length of the list defined by y.

ly is the minimum length of the list y.

uy is the maximum length of list y.

min_count(y) and maz_count(y) return the number of occur-
rences of the least frequent and most frequent element value on

list y respectively. These functions are discussed in detail below.

my defines the minimum number of occurrences of each value on

list y.

n, defines the maximum number of occurrences of each value on

list y.

E, represents the set of element values contained on list y.
Dy is the smallest value that can be contained in the list y.
gy is the largest value that can be contained in the list y.
N is the set of Natural Numbers.

Using this modelling representation, constraints are conceptually
grouped into two distinct classes, namely the list constraints (con-
straints that govern the list structure) and the problem constraints
(those that define the feasible space of the problem). Equations 3 - 7
in the preceding model refer to the list constraints, while 2 represents
the problem constraints. In general, list constraints can be divided
into three categories; Value Range, Count and List Size.

The legal values of elements in a particular list are integral and
specified between a lower and upper bound. This category is referred
to as the Value Range and is in the form of Equations 6 and 7. For
instance, if a list stores the order of the cities for an N city TSP, the
value range would be defined between 1 and N.

The Count constraints regulate the number of occurrences of each
value on a list. They are specified using the functions min_count and
maz_count (Equations 4 and 5). min_count(y) returns the cardinality

of the element that appears least on list y. For instance, given that



list y consists of the elements {5, 5, 6, 3, 3}, min_count(y) returns
1 as the element value 6 appears once in the list. max_count is the
opposite is this as it returns the cardinality of the element that appears
most on list y. In the previous example, max_count(y) returns 2.
Permutations of values are widely used in COPs and can be specified
using the constraints min_count(y) = 1 and maz_count(y) = 1. This
combination limits each value to one appearance on the list. In the
case of the TSP, these constraints allow only tours that do not violate
the condition that each city is only visited once. The Count constraint
type can eliminate many of the complex encoding constraints required
for other representations (especially 0-1 ILPs).

The size and shape of a list structure is specified using equations
of the form 3. This category is referred to as the List Size. Using this
notation, an arbitrary list structure can be built as well as allowing the
size of a list to be either static or dynamic. If the latter is the case,
the size of the list may vary between preset lower and upper limits or
without limit on the size.

The list modelling representation is very general and is capable
of representing a remarkable variety of COPs including the travel-
ling salesman problem, quadratic assignment problem, graph problems,
timetabling problems and scheduling problems. For a thorough list of

problems and their list-based models, see [46].

2.2 A Practical Example of a List Model

Using the general model, consider the Generalised Assignment Prob-
lem (GAP) [18] [43]. In this problem, jobs are assigned to agents for
these agents to perform subject to capacity constraints. The linked
list representation associates agents with sub-lists and these sub-lists
contain a number of jobs. Figure 1 is an example of a 5 agent, 15 job
problem. In this example, job 4 is assigned to agent 3 and job 13 is

assigned to agent 5 etc.

Desired location of Figure 1

The objective function is to minimise the total cost of assigning the

jobs to the agents and can be expressed by 8.
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Where:
x is the solution list. x(4, j) is the jt* job performed by agent 1.
C is the cost matrix. C(i,7) is the cost of assigning job j to agent
i.
M is the number of agents.

Whilst this list notation appears similar to conventional vector form
used in standard LPs, each sub-list contains a variable number of ele-
ments. Thus, the second summation sign in 8 requires a bound which
varies depending on the length of each sub-list (i.e. |z(¢)| ) and changes
according to the current solution state. Similarly, the constraints con-
cerning the capacity of each agent are formed across list space. In this
example, Equations 10 - 13 are the list constraints while 9 represents

the problem constraints.

|z (3)]
> ali,z(i,j)) <b(i) Vi 1<i<M 9)

Jj=1

|z| = M (10)
1<a(,j) <N Vij 1<i<M 1<j<|z(@)] (1)
min_count(z) =1 (12)

maz_count(z) =1 (13)
Where:

a is the resource matrix. a(, j) is the resource required by agent

i to perform job j.
b is the capacity vector. b(7) is the capacity of agent i.

N is the number of jobs.



3 Search Over Lists

The advantage of using the list representation scheme is that well-
known local search operators (that have successfully been used in other
heuristic codes, for example [1] [15] [20] [32] [33] [34] [42] [43] [54]) can
be applied directly to the list structure. There are a variety of ways
that a list can be altered in order to form a new solution. However,
seven different transition operators have been identified as sufficient
to navigate the search space of the list-based formulations. These
operators each only make a small change to the solution. In this study,
the emphasis is placed on simple yet functional operators that can
either be used separately or in combination with one another to achieve
good quality solutions. Initial empirical investigation indicates that
this set is capable of finding good quality solutions to a variety of

standard COPs efficiently. The transition operators are:

o Mowve: An element is moved from one list to the end of another
list.

e Swap: The positions of two elements, from the same or different

lists, are swapped.

e Inversion: The sequence between two elements on the same list

is reversed.
e Reposition: The position of an element in a list is changed.
e Add: An element is added to a list.
e Drop: An element is removed from a list.

e Change: The value of a list element changes to another value.

Search may proceed either through feasible or infeasible space in
order to locate solution states. For list-based problems, there are effec-
tively two spaces that are bound by the list and problem constraints
respectively. The transition operators can be applied so that the list
constraints are satisfied and this is determined by the characteristics
of the problem’s list based model. There are a number of rules that
govern the suitability of transition operators so that the problem’s list
constraints are not violated as shown in Table 1. Note, as in Sec-

tion 2.1, y represents any list structure within list x.



Desired location of Table 1

A transition is made in accordance with the rules of the particular
meta-heuristic technique, subject to the list constraints being satisfied.
For instance, if a value of a particular element appears once on list
y, the constraint min_count(y) = 1 makes it infeasible to drop this
element.

There are two ways of dealing with problem constraints in order
to ensure that feasible solutions are obtained. These are Feasibility
Maintenance and Feasibility Restoration. The first method allows only
transitions that do not violate the problem constraints. For instance,
in the GAP a job is only moved to a new sub-list (i.e. an agent) if that
agent has the enough spare capacity to perform that job. Feasibility
restoration on the other hand initially performs a transition without
regard to the problem constraints and then employs a number of fea-
sibility maintaining transitions in order to obtain problem feasibility
once more. The advantage of the former technique is that it is compu-
tationally inexpensive to implement. However, feasibility restoration
can traverse infeasible space and is required if the problem is tightly
constrained and a straight feasibility maintaining transition is not pos-
sible. It has been determined that feasibility maintaining transitions
are effective across the range of test problems and these will be used

here.

3.1 Applying the Transition Operators

Multiple transition operator neighbourhoods can be explored in the
course of solving a particular problem. In many cases, not all possible
operators (as per Table 1) are required, for instance one may be inter-
ested in the effect of performing only swaps for a TSP. Therefore the
unwanted transition operators can be eliminated. The meta-heuristic
technique is then performed using only those operators that have not
been excluded, referred to as the active operators. At each iteration
of the search, an operator is chosen from those in the active set. If all
but one of the operators is eliminated, this operator is used at each
iteration. In the case that there are two or more active operators, each
operator is assigned a probability of being selected at each transition
(totaling 1). A uniform random number is then generated to determine

the operator. For example if the operator move is given the probabil-



Figure 1: A linked list representation of a solution to a GAP.

| hgentt |3l Job1 || b3 | JobS | Joh2 |
|Pzgilt2|—>| Jobo |l Job 14 bl T 7 |
|P:g;tt3|—> Johd [ Tbé || Ik
|agett4|—>| Tob 11 |l Jeb 15 |
|E.gj1:1t5 | Job 12 |5l Jcb 13 [l Job 10 |

Table 1: Appropriate transition operators given a problem’s list constraints.

Count Constraints ‘ List Size Constraints H Transition Operators

min_count(y) =1 ly(i)]=N Vi 1<i<]|y|or || swap, inversion, reposition

& maz_count(y) =1 | |y| =1

ly| > 1 swap, inversion, reposition, move
maz_count(y) =1 ly| =1 swap, inversion, reposition, change,
add, drop
ly| > 1 swap, inversion, reposition, change,

add, drop, move

min_count(y) =1lor | |yl =1 swap, inversion, reposition, change,
unspecified add, drop
ly(@)| =N Vi 1<i<]yl swap, inversion, reposition, change
ly] > 1 swap, inversion, reposition, change,

add, drop, move




ity region [0,0.5] while swap is assigned (0.5,1] and 0.6 is the uniform

random number, swap is chosen as the next transition operator.

3.2 Neighbourhood Size

Unlike SA, TS systematically examines the neighbourhood of the cur-
rent solution to find a replacement solution. Many practical size pro-
blems have large neighbourhoods. Therefore the algorithm can become
slow if the neighbourhood is large. In order that large problems can be
solved in reasonable amounts of time, the system implements a sim-
ple candidate list strategy [24] based on the probabilistic selection of
neighbours. For instance, if the probability is set to 1, then all neigh-
bours are tested, however, if the probability is set to 0.5, then each

neighbour has a 50% chance of being evaluated.

4 Implementation of the General Solver

4.1 Solver Architecture

We have built a prototype system in order to test the approach de-
scribed in the previous sections. Figure 2 shows the main components
of the system, which include a compiler and a set of library files. A file
containing an algebraic description of the problem model is read by a
compiler and a set of code files in C is produced. In the process, the
compiler also produces a mathematical list-based model in ATEX 2¢
format using the algebraic list notation outlined in Section 2.1. These
files contain the code that represents the objective function, list model,
constraints and problem data. They are built using a standard C com-
piler and are linked with the solver library files. The latter contains
all of the code necessary to implement the meta-heuristic algorithm
which was chosen in the user supplied model. The output of the whole
process is a purpose built executable program, which can then be run

as a stand-alone code.

Desired location of Figure 2

The runtime system has two main tasks: to form an initial solution

(see Section 4.3) to the problem as well as running the appropriate



Figure 2: Schematic of the prototype solver.
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meta-heuristic search in order to produce a final solution to the prob-

lem being solved.

4.2 The Algebraic Modelling Language

The algebraic modelling language is based very loosely on the GAMS
syntax [13], which is widely used and well understood. Whilst the
syntax has been borrowed, semantic modifications have had to be made
in order to account for the list modelling representation. Files can
incorporate both data (for instance the distance matrix for the TSP)
as well as objective and constraint functions. Alternatively, data and
expressions can be contained in separate files.

An example of a file that describes a small GAP is presented in
Figure 3. This file is divided into a number of distinct sections. The
SCALAR section specifies problem constants, typically related to prob-
lem size. In this case, there are 5 agents (denoted M) and 15 jobs
(denoted N). The SETS section allows range variables to be specified,
i.e. J ranges in value from 1 to M (across the agents). The PARAMETER
and TABLE sections contain the data for the problem instance. For
the GAP, a cost matrix C, resource matrix, A, and an agent capacity
vector B are required. The SOLUTION section is used to describe the
list model and constraints. SIZE(X)=M denotes that there are M sub-
lists while MIN_COUNT (X)=1 and MAX_COUNT (X)=1 indicate that each
element can appear only once on the list. To specify that the value
range is between 1 and N, the statement 1<=X<=N is used. Finally the

EQUATIONS section allows the objective and constraints to be specified.
Desired location of Figure 3

Figure 4 shows the equivalent GAP formulation as a 0-1 ILP (the
standard formulation of which is given in [11]). The main differences

are that X is now a 0-1 matrix instead of a decision list and X is not

used as index (as it is in the list modelling representation).

Desired location of Figure /



Figure 3: Input file representing a GAP.

SCALAR
N ~15%
M A
SETS
J 1M
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Figure 4: Input file representing a GAP (0-1 ILP notation).

N ~15~
M -5
SETS
J 21-H-
E ~1-H-;
PARIMETER
BiM) ~ 36 34 38 27 33
TAFTE
C{H,N%
S17 2102218 24 15 20 18 19 18 16 22 24 24 16
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/B 1% 14 23816825917 25 15 10 § 24
15 7 232211 11 121017 16 7 16 10 18 22
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2011814956 1919 766139
813131310 20 25 16 16 17 10 lﬂ 5 12 23 ~;
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LI K
TotalCost:
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CAPACIGAEQ} EUH{K A{J K}*K

&J EUM{K CSJ:K}*K(J,K)))

SOLVE GLP USTHG MIP MINIMIZING TotalCost:




A full description of the new language is given in Appendix D of
[46].

4.3 Generating an Initial Solution

The system described here uses a two-stage process in order to form
initial feasible solutions. The first stage attempts to satisfy the list
constraints while the second is concerned with obtaining the feasibility
of the problem constraints. Once the two sets of feasibility have been
established, the system invokes the meta-heuristic search algorithm.

The first stage of the algorithm consists of the following process.
Initially, a set of feasible element values is produced, according to the
Count and Value Range constraints. Following this, the element val-
ues are distributed throughout the list structure to ensure the length
bounds on the sub-lists are valid. Accordingly, a solution that satisfies
the list constraints is established. In many cases such as the TSP and
QAP that have no problem constraints, the initial solution is feasible
and the search process can begin immediately.

If problem constraints are present, the next stage is performed. As
the constraints are arbitrary algebraic equations, it is difficult to devise
a general algorithm that modifies the generated solution so that it is
feasible. However, the meta-heuristic search engine can be applied to
establish a feasible solution by allowing it to minimise the sum of the
constraints’ violation. When this sum is equal to 0, a feasible solution
has been obtained. Constraint violation is calculated according to the
relational operators that are present in the constraints. For instance,
if the sign of a constraint is < and the left-hand side is larger than the
right-hand side, the net difference is the amount of constraint viola-
tion. The constraint violations for the other signs {<, >, >, =, #} are

calculated in a similar manner.

5 Methodology and Results

The system discussed in Section 4 has been tested on many standard
problems from the literature. Because there are a large number of
parameters that can be set, a full test of its performance is an im-
practicable task. Our main objective is to choose a suitable subset of
problems, problem instances and parameters to determine the effec-

tiveness of the system.



There are a number of ways that problems can be modeled using
list notation and as such, we use list models that are best suited to
iterative search. These are models that provide undulating cost land-
scapes rather than flatter surfaces. This is quite a common approach
that has been used in many studies, including [6] [15] [32] [33]. For in-
stance, there are a number of different formulations of the bin packing
problem. The formulation we adopt minimises the excess weight for
a given number of bins rather than minimising the actual number of
bins. This is because the latter model has many equivalent packings
(effectively flattening the search surface) that can lead to unproduc-
tive wandering through search space. In this paper, the graph and bin
problems are modeled in this way. Therefore, in Tables 4 and 6 the
optimal cost becomes 0 for a particular number of bins/colours (given
in Table 2).

The computing platform used to perform the experiments is an
IBM SP2 consisting of 22 RS6000 model 590 processors with a peak
performance of 266 MFLOPs per node.

5.1 Problems Classes and Instances

Table 2 describes each of the COPs used to test the general system.
The Problem heading gives the broad name of the problem while
Instance is the name that is used to refer to a particular problem.
The Description column provides a brief description of the size of
the problem instance. The last two columns indicate the Optimal
Cost (if proven optimality has been obtained in the literature) and
the Best-Known Cost (otherwise).

Desired location of Table 2

5.2 Parameter Settings

The general system uses SA and TS search engines. Like other search
engines, these require some parameter tuning. In this study, we at-
tempt to do this in a systematic way. The performance of the system

is tested by varying the following key groups of parameters:



Table 2: Problem classes and instances that are used in this study. Note:

the multiple knapsack problem is a maximisation problem while the rest are

minimisation problems.

| Problem | Problem Sources Instance Description | Optimal Cost | Best-Known Cost
Car Sequencing Problem [50] n20t1 20 cars, class 1 58
(CsP) n40t1 40 cars, class 1 146
n60t1 60 cars, class 1 238
n80t1 80 cars, class 1 330
n80t2 80 cars, class 2 215
Bin Packing Problem [9] binlal 120 items 48
(BIN) binla2 120 items 49
bin2al 250 items 99
bin2a2 250 items 100
bin3al 500 items 198
bin3a2 500 items 201
Graph Colouring Problems [33] C125.1 125 nodes, 736 edges 5
(GRAPH) C125.5 125 nodes, 3891 edges 17
C125.9 125 nodes, 6961 edges 43
C250.1 250 nodes, 3218 edges 8
C250.5 250 nodes, 15668 edges 29
C250.9 250 nodes, 27897 edges 71
Uncapacitated Single [21] ap20a2 20 nodes, 2 hubs 172816.7
Allocation P Hub ap20a3 20 nodes, 3 hubs 151533.1
Problem(USApHMP) ap25a2 25 nodes, 2 hubs 175542
ap25a3 25 nodes, 3 hubs 155256.3
Uncapacitated Multiple [21] apl0a2 20 nodes, 2 hubs 163603.94
Allocation P Hub apl0a3 20 nodes, 3 hubs 131581.79
Problem(UMApHMP) apl0a4 20 nodes, 4 hubs 107354.73
apl0ab 20 nodes, 5 hubs 86028.88
Quadratic Assignment [14] nug20 20 facilities/locations 1285
Problem(QAP) nug30 30 facilities/locations 3062
thod0 40 facilities/locations 120258
esc64a 64 facilities/locations 58
sko72 72 facilities/locations 33158
wil100 100 facilities/locations 136522
Travelling Salesman [49] gr24 24 cities 1272
Problem(TSP) swiss42 42 cities 1273
brazil58 58 cities 25395
st70 70 cities 675
kroA100 100 cities 21282
ch130 130 cities 6110
Generalised Assignment [9] gapA5-100 100 jobs, 5 agents 1698
Problem(GAP) gapA5-200 200 jobs, 5 agents 3235
gapA10-100 100 jobs, 10 agents 1360
gapA10-200 200 jobs, 10 agents 2623
gapA20-100 100 jobs, 20 agents 1158
gapA20-200 200 jobs, 20 agents 2339
Graph Partitioning [32] G124.04 124 nodes, 635 edges 63
Problem(GPP) G124.08 124 nodes, 1240 edges 178
G124.16 124 nodes, 2542 edges 449
G250.02 250 nodes, 1224 edges 114
G250.04 250 nodes, 2566 edges 357
G250.08 250 nodes, 4842 edges 828
Multiple Knapsack [9] weingl 28 items, 2 knapsacks 141278
Problem(MKP) pbé 40 items, 30 knapsacks 776
sent01 60 items, 30 knapsacks 7772
sent02 60 items, 30 knapsacks 8722
weish25 80 items, 5 knapsacks 9939
weish29 90 items, 5 knapsacks 9410
Maximum Clique [8] johnson16-2-4 120 nodes, 5460 edges 8
Problem(MCP) keller4 171 nodes, 9435 edges 11
c-fat200-1 200 nodes, 1534 edges 12
brock200_2 200 nodes, 9876 edges 12
brock200_-1 200 nodes, 14834 edges 21
brock200-3 200 nodes, 12048 edges 15
Time Tabling Problem [2] hdtt4 120 tuples, 30 periods 0
(TTP) hdtts 150 tuples, 30 periods 0
hdtt6 180 tuples, 30 periods 0
hdtt7 210 tuples, 30 periods 0
hdtt8 240 tuples, 30 periods 0




e The transition operators and the probability of applying these

operators.

e The search engine specific parameters.

The parameters are set relatively coarsely. This is because the
amount of computing time that would be involved in testing all com-
binations of parameter settings would be prohibitive. Therefore, the
parameter settings outlined here are used to conduct tests that consist
of runs involving small amounts of CPU time. Based on the outcome
of these experiments, suitable parameter settings for different problem
types can be derived.

The most time consuming set of experiments is the variation
of the transition operator probabilities (See Section 3.1). Accord-
ingly, a test set for each problem type has been devised and these
are given in Table 3. For instance, the GAP has four settings
in which the probabilities of the move and swap operators are
{{1,0},{0.5,0.5},{0.2,0.8}, {0.8,0.2} } respectively. Each set of prob-
abilities for a particular problem type is given a transition set reference
number in order to uniquely identify the set in subsequent tables. Due
to the large amount of computer time that could be required, a full
exploration of transition probability parameter space (according to Ta-
ble 3) will only occur for the SA runs. The best transition probability
set obtained for a particular problem type with SA is used for the TS

runs (this process is described in Section 5.4).

Desired location of Table 3

The following gives a brief description of the parameters required
for the SA and TS engine.

Simulated Annealing The SA search engine implements
Connolly’s [19] [20] Q8-7 cooling schedule as it has been shown to be
quite successful [6] [19] [20]. The cooling schedule is based on reheat-
ing the temperature a number of times throughout the search. Both
the number of times that this reheating occurs as well as the interval
between reheats can be altered. In this paper we use a reheating run
length of {1000, 5000,10000} x (p; — g).- The SA engine also has an



Table 3: Transition probability settings for each problem type.

TRANSITION
SET REFERENCE
PROBLEM CLASS NUMBER Move Swap Inversion Reposition Add Drop Change
CSP, GPP 1 1
GAP, BIN, 1 1
GRAPH, TTP 2 0.5 0.5
3 0.2 0.8
4 0.8 0.2
USApHMP 1 1
2 0.5 0.5
3 0.2 0.8
4 0.8 0.2
5 0.4 0.4 0.2
TSP, QAP 1 1
2 1
3 1
4 0.33 0.33 0.33
5 0.8 0.1 0.1
6 0.1 0.8 0.1
7 0.1 0.1 0.8
MCP 1 1
MKP 1 0.33 0.33 0.33
2 0.5 0.5 0
3 0.25 0.25 0.5
4 0.1 0.1 0.8
5 0.4 0.4 0.2
UMApHMP 1 0.2 0.2 0.2 0.2 0.2
2 0.4 0.4 0.1 0.1
3 0.8 0.1 0.1
4 0.3 0.3 0.1 0.1 0.2
5 0.33 0.33 0.33




option that allows it to perform as many reheats as possible in order

to try to reach a given solution quality.

Tabu Search The TS engine allows the tabu list size to be set.
This parameter governs the number of tabu search iterations that a
particular transition stays tabu. In this paper, the length of the tabu
list is set to an indicator of the problem size as this has been used
with some success by [54] [55]. For instance: the tabu list size for
gapl-1 (15 jobs) becomes 15 and hk48 (48 cities) is 48. The tabu
list is implemented as a matrix as this approach has been adopted
by a number of other researchers [42] [43] [54] and has been shown
to be quite effective. The tabu list in our system records whether
a particular element has been placed on a certain sub-list. In the
case where position of an element on a sub-list is of importance (for
instance the TSP and QAP), the tabu list records the element against
the position number as well. We initially experimented with a tabu
list based on hashing vectors as described in [59]. While these required
only a small amount of memory, it was found that their use degraded
the performance of the tabu search. The neighbourhood evaluation
probabilities (see Section 3.2) are set at {0.1,0.5,1.0}.

5.3 Termination Conditions

Each run is given at most 1600 seconds of computing time (chosen
due to the constraints of the computer’s job allocation system). If the
optimal solution is known for a particular problem instance, the run is

terminated once this has been reached.

5.4 Results

Due to the large amount of results that have been generated, only a
summary of results is presented here. Extensive results can be found
in [46].

Tables 4 and 6 display the best results obtained for every problem
instance with the meta-heuristic engines. The best results correspond
to the use of the best parameter settings. See Section 5.5 for a de-
scription of how the best parameter settings were found. The sum-
mary tables (4 and 6) are divided into two main sections, Cost and

Runtime. For each section, the minimum (denoted Min), median



(denoted Med), maximum (denoted Max) and Inter Quartile Range
(denoted IQR) are given (as each problem instance is run with 10
random seeds). Non-parametric descriptive statistics are used as the
data are highly non-normally distributed. An a = 0.05 is used for all
statistical analyses. The Runtime section records the amount of CPU

time required to reach the best solution cost for that particular run.

Desired location of Table 4

In order to determine the most appropriate transition operator set
for a particular problem type, the Kruskal-Wallis procedure is used.
“Transition set reference number” was the independent (grouping)
variable while objective cost was the dependent variable. For many
of the problem types, a significant result was recorded which indicates
that the choice of transition operator probabilities effects quality of
solution. Table 5 shows the order of performance of the transition op-
erator sets for each problem type'. For instance, in the case of BIN
problems, transition set 2 (rank 1) was the best overall while set 1
(rank 4) was the worst. In the case of UMApHMP, sets 2,3,4 and 6
recorded equivalent objective costs and therefore “runtime” was used
to distinguish between these sets.

The TS engine is run with the best transition operator set (rank

order 1) for each problem type.

Desired location of Table 5

Desired location of Table 6

'Post-hoc analysis was used to determine whether there were any significant perfor-
mance differences between the transition operator sets for each problem type. However, as
it is difficult to construct overall ranks from this information, the Kruskal-Wallis median

ranks were also taken into consideration.



Table 4:

Summarised results of the SA engine.

Problem Instance Optimal/Best Cost Runtime (seconds)
Known Cost Min Med Max IQR Min Med Max IQR
CSP n20t1 58 58 58 58 0 0 7.5 27 6.25
n40t1 146 142 144 145 1 2 450.5 1277 517
n60t1 238 228 231 232 1 1 2 1232 702.25
n80t1 330 312 316 321 3.5 3 6.5 447 4.75
BIN binlal 0 0 0 0 0 0 1 2 0.5
binla2 0 0 0 0 0 0 0.5 1 0.5
bin2al 0 0 0 0 0 10 16 47 7
bin2a2 0 0 0 0 0 4 7 9 2.5
bin3al 0 0 0 0 0 62 170 413 85.5
bin3a2 0 0 0 0 0 173 241 370 104
GRAPH C125.1 0 0 2 2 0.75 14 100 409 176.25
C125.5 0 3 6 10 1.75 24 81 232 105
C125.9 0 1 2 3 0 46 179 253 26.5
C250.1 0 2 3.5 11 1.75 157 727 1430 597
C250.5 0 7 10 13 1 193 344.5 789 212.25
C250.9 0 7 10 13 1.5 472 728 883 255
USApHMP ap20a2 172817 172817 172817 172817 0 36 52.5 95 26.25
ap20a3 151533 151533 151533 151533 0 39 61 121 31
ap25a2 175542 175542 175542 175850 308 383 649.5 1460 527.25
ap25a3 155256 155256 155611 159944 354.5 406 665 1228 345
UMApHMP apl0a2 163604 163604 163604 163604 0 0 0.5 1 0.25
aplOa3 131582 131582 131582 131582 0 0 3 14 4
aplOa4 107354 107355 107355.5 107355 0 2 14.5 57 21.25
aplOab 86029 86029 86029 86029 0 0 12.5 151 34
QAP nug20 1285 1285 1285 1285 0 4 12 22 T
nug30 3062 3062 3062 3064 0 20 316.5 1527 866.5
tho40 120258 120535 121016.5 121903 552.25 81 465 1284 644.25
escb4a 58 58 58 58 0 0 3 25 2.5
sko72 33158 33232 33307 33400 70.5 140 867 1517 1058
will00 136522 136791 137048 137162 142.5 348 574 1150 243
TSP gr24 1272 1272 1272 1272 0 0 4 8 1
swiss42 1273 1273 1273 1273 0 17 33.5 85 11
brazil58 25395 25395 25395 25395 0 373 1093 1473 643.25
st70 675 676 681.5 686 3.5 11 946 1122 179.25
kroA100 21282 6272 6395 6502 94.25 700 1217 1552 193
ch130 6110 21320 21600.5 22042 267 43 725.25 1292 1168
GAP gapA5-100 1698 1698 1700 1700 0.75 1 2.5 236 2.75
gapA5-200 3235 3235 3235 3236 0.75 3 11 21 7.25
gapA10-100 1360 1360 1361 1363 1 1 2.5 5 2
gapA10-200 2623 2623 2626.5 2630 2 6 15 46 18.5
gapA20-100 1158 1158 1158 1163 0 2 4.5 8 2.25
gapA20-200 2339 2339 2339 2342 0 25 41.5 130 39.75
GPP G124.04 63 63 64 64 0.75 3 231 340 60
G124.08 178 178 178 181 1.5 187 241 599 65.5
G124.16 449 449 449 449 0 166 187 356 151
G250.02 114 114 117 120 3.5 928 1041.5 1407 244
G250.04 357 358 360 364 3.75 217 1026.5 1238 170.75
G250.08 828 828 831 837 5.5 660 972 1514 446.25
MKP weingl 141278 121931 140778 141278 613.75 1 1.5 4 0.5
pbé 776 650 776 776 14 0 3.5 9 4
sent01 T2 T2 T2 T2 0 2 63 445 28
sent02 8722 8711 8720.5 8722 2 24 143 1163 910.5
weish25 9939 9788 9923 9939 16 25 123 535 298
weish29 9410 9244 9304 9410 135.25 10 49.5 160 66
MCP johnson16-2-4 0 2 2 2 0 0 0 0 0
keller4 0 0 0 0 0 6 13.5 46 7.25
c-fat200-1 0 1 1 1 0 9 17.5 40 22.25
brock200-2 0 3 3 3 0 3 60.5 115 40
brock200-1 0 3 3 3 0 84 139.5 229 75.25
brock200_-3 0 1 1 1 0 3 60.5 7 5
TTP hdtt4 0 0 0 0 0 4 14.5 31 9
hdtt5 0 0 0 3 0 16 35 93 25.5
hdtt6 0 0 0 3 1.5 40 106 334 63.25
hdtt7 0 0 0 4 2.75 72 263 534 120.25
hdtt8 0 0 2 4 3.75 176 485 694 231.5




5.5 Performance Analysis

The results show that despite the relatively short amount of computa-
tional time available for these runs, optimal and best-known solutions
are frequently achieved (74% for the SA engine and 58% for the TS
engine). In some cases (notably the CSP) many of the best-known
solution costs have been well exceeded by both the SA and TS search
engines.

Despite good performance on a range of problems, the general solver
is not quite as efficient on some problem types, in particular GRAPH
and MCP. In the case of GRAPH, we chose the smallest number of
colours for each instance attempted by Johnson et al. [33]. These
colourings could only be obtained by Johnson et al. [33] after many
hours of computer processing time (and not at all for C125.9 and
(C250.9). The results indicate that our system produces close near
optimal colourings.

For our particular implementation of the meta-heuristic search al-
gorithms, it appears that SA generally outperforms TS. However, this
is hardly a fair comparison because of two reasons a) different imple-
mentations of the algorithms will produce different results b) TS was
run using only one transition set per problem type while SA was tested
under a range of conditions.

The same technique that has been applied in Table 5 has been used
in Tables 7 and 8 to determine the most effective SA cooling length
and TS probabilistic candidate list setting respectively. For instance,
a cooling length of 10000 generally outperforms lengths of 1000 and
5000 for the CSP. In order to make an overall assessment, the average
rank of the cooling length and neighbourhood probability setting is

produced. From this it can be concluded that:

e SA: Longer cooling lengths typically improve solution quality.

e T5S: Evaluating half of the neighbours at each iteration is usually

more effective than evaluating all of the neighbours.

Desired location of Table 7



Desired location of Table 8

6 Conclusions

The work contained in this paper has shown that a general COP solver
that is based on a linked list modelling representation is an efficient
means of solving traditional COPs. This approach is novel as a problem
can be specified in a textual format and solved directly using meta-
heuristic search engines. This is in contrast to the traditional method
of developing problem-customised optimisation programmes. Hence,
the amount of time taken from intial problem specification to the final
solution is dramatically reduced. As such, we are satisfied that the
system is a good test-bench for model prototypers and those who wish
to test various meta-heuristic implementations in a standard way.

The system shows good performance on a wide range of problems,
frequently reaching the optimal and best-known solutions. Where this
is not the case, generally solutions with a few percent deviation are
produced. The performance is dependent on the chosen transition op-
erators and their associated probabilities. To a lesser extent, the per-
formance of this implementation is influenced by runtime parameters
such as the TS probabilistic candidate list strategy and SA reheating
length.

This research was undertaken as part of a larger project that aims to
develop application specific computers for solving COPs [3] [5] [6]. The
advantage of these systems is that a specific hardware design has real
time advantages over conventional workstations. In addition, we have
also developed a parallel implementation of the tabu search engine [47]
as well as a feasibility restoration scheme [46].

We would like to test the system on an expanded problem set with a
greater range of meta-heuristic engines and parameter sets. In partic-
ular, we would like to produce a GRASP engine. This can be achieved
by modifying the initial solution procedure (described in Section 4.3)
to act as the construction phase of the algorithm. Additionally, we
wish to incorporate other heuristic engines that are not necessarily
based on iterative search or the use of local transition operators, such
as GAs and ANNs. The solver will also be enhanced so that it can

accept problem formulations that require more than one level of sub-



list (at the present time, only one level of sub-list is supported). The

other limitations of the system are outlined in [46].

Another interesting avenue of research is to experiment with dif-

ferent list transition operators. The list operators used in this paper

represent only very simple transitions. There is no reason why two

or more operators could not be combined in order to produce more

complex compound operators.
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Table 5: Rank order of the transition sets for each problem type.

Problem Transition Set Reference Number Significance
1 2 3 45 6 7 | ®)

CSP 1 -

BIN 4 1 3 2 .000

GRAPH 2 4 1 3 321

USApHMP (|1 5 2 4 .000

UMApHMP ||4 3 2 1 5 .000 (cost)

.000 (runtime)

QAP 1 7 6 2 .000

TSP 7 6 2 5 .000

GAP 4 1 2 3 .000

GPP 1 -

MKP 3 5 2 1 4 .000

MCP 1 -

TTP 4 1 3 2 .000




Table 6:

Summarised results of the TS engine.

Problem Instance Optimal/ Best Cost Runtime (seconds)
Known cost Min Med Max IQR Min Med Max IQR
CSP n20t1 58 58 58 58 0 0 1 6 1.25
n40t1 146 142 142 143 1 7 679.5 1202 788.75
n60t1 238 227 228 229 0.75 71 680.5 1597 1050.25
n80t1 330 311 313 314 1 425 1174 1566 477
BIN binlal 0 0 0 0 0 2 4.5 10 2
binla2 0 0 0 0 0 2 3 6 2
bin2al 0 0 0 0 0 68 135 381 63
bin2a2 0 0 0 0 0 33 40 55 9
bin3al 0 0 4.5 14 2.75 883 1300.5 1477 202.5
bin3a2 0 4 6 9 3.75 914 1256.5 1552 270
GRAPH C125.1 0 2 5 6 1 73 928 1553 867.25
C125.5 0 4 6.5 9 1.75 252 1015 1557 690.25
C125.9 0 2 3.5 5 1.75 585 845.5 1283 459.25
C250.1 0 16 22 24 3.5 570 1186 1530 494
C250.5 0 14 24.5 28 5.5 284 1167 1564 317
C250.9 0 17 22 24 3.5 740 1307 1543 344.5
USApHMP ap20a2 172817 172817 172817 172817 0 3 17.5 83 22.5
ap20a3 151533 151533 151533 151533 0 15 31.5 191 75.25
ap25a2 175542 175542 175542 175850 147 100 756.5 1185 660.25
ap25a3 155256 155256 155256.5 155611 0 60 673 1486 572.75
UMApHMP aplOa2 163604 163604 163604 163604 0 55 257 437 181
aplOa3 131582 131582 132596 133898 1681.75 537 947.5 1506 479
aplOa4 107354 107355 108307.5 110982 1096 61 549 1562 681.5
aplOab 86029 86795 88182.5 89118 1480.5 27 446.5 1271 551
QAP nug20 1285 1285 1285 1285 0 1 70 1373 229.25
nug30 3062 3062 3066.5 3078 6 248 950 1294 469
tho40 120258 120439 120630 120852 263.25 108 1061.5 1597 678
escb4a 58 58 58 58 0 4 23.5 539 38
sko72 33158 33197 33348.5 33686 245.5 677 1430.5 1591 654.25
will00 136522 137080 137396 137527 166.75 700 1495 1591 183.25
TSP gr24 1272 1272 1272 1272 0 0 1.5 12 2.5
swiss42 1273 1273 1273 1273 0 7 33.5 106 35.25
brazil58 25395 25395 25395 25395 0 41 524 1073 378.5
st70 675 675 681.5 690 6.5 321 983.5 1530 723
kroA100 21282 21484 21946.5 27941 842.75 660 1015 1491 351.5
ch130 6110 6287 6519 6814 79.75 886 1143.5 1343 311
GAP gapA5-100 1698 1698 1698 1699 0 23 170 937 346.5
gapA5-200 3235 3235 3235 3237 0.75 399 629 1011 424
gapA10-100 1360 1360 1361 1361 1 43 281 1306 208
gapA10-200 2623 2624 2625 2629 1.75 458 893 1423 296
gapA20-100 1158 1158 1159 1160 1 46 325 1166 309.5
gapA20-200 2339 2342 2343 2346 1.75 503 839.5 1437 297.75
GPP G124.04 63 63 64 64 0 27 229.5 1531 396.75
G124.08 178 178 178 179 0 180 874 1308 831.25
G124.16 449 449 449 457 6 104 288.5 533 192.25
G250.02 114 117 125 130 2.5 613 1467 1549 743.5
G250.04 357 365 376 388 8 648 1366.5 1598 422
G250.08 828 834 847 868 16.25 1316 1513 1599 121
MKP weingl 141278 141278 141278 141278 0 9 39 83 54.25
pbé 776 776 776 776 0 1 25.5 108 43.5
sent01 T2 7739 772 772 27.5 216 525.5 1441 642
sent02 8722 8587 8721 8722 0 315 882.5 1398 511.25
weish25 9939 9761 9828.5 9857 56.5 121 961.5 1473 678
weish29 9410 9053 9154.5 9345 150.75 164 904 1194 618.75
MCP johnson16-2-4 0 2 2 2 0 0 0 0 0
kellerd 0 0 0 0 0 0 6 38 18.75
c-fat200-1 0 1 1 1 0 0 5.5 55 21.5
brock200-2 0 3 3 3 0 2 14 218 47
brock200-1 0 3 3 3 0 5 370 1289 560
brock200_-3 0 3 3 4 1 2 58 891 124.25
TTP hdtt4 0 0 0 2 0 120 557.5 1568 687.75
hdtt5 0 2 2 4 0.75 136 407 1598 771
hdtt6 0 2 6 9 2 774 1231 1554 391.5
hdtt7 0 4 11 16 5 679 1351.5 1567 270.75
hdtt8 0 13 16.5 22 4.75 701 1368.5 1553 328.25




Table 7: Rank order of the different SA cooling lengths for each problem

type.
SA Cooling Length  Significance

Problem 1000 5000 10000 | (P)
CSP 3 2 1 .020
BIN 3 2 1 .000
GRAPH 3 2 1 .000
USApHMP 3 1 2 .000
UMApHMP 3 2 1 .007
QAP 2 1 3 620
TSP 3 2 1 .006
GAP 3 2 1 .080
GPP 2 1 3 .000
MKP 3 2 1 .000
MCP 3 2 1 .150
TTP 3 2 1 .000
Average Rank || 2.83 1.75 1.42

Table 8: Rank order of the different TS neighbourhood probabilities for each
problem type.

Neighbour Probability — Significance

Problem 01 05 1 | ®
CSP 2 1 3 .014
BIN 1 2 3 .002
GRAPH 2 1 3 .049
USApHMP 3 1 2 .000
UMApHMP 1 2 3 .002
QAP 1 2 3 .000
TSP 3 1 2 .000
GAP 3 2 1 .000
GPP 1 2 3 .000
MKP 2 1 3 .000
MCP 1 2 3 .000
TTP 3 1 2 .025
Average Rank || 1.92 1.5 2.58




